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Executive Summary 

Sybase IQ is a high-performance analytics server designed specifically to be deployed as data warehouses and data 
marts. This multi-platform product runs on Linux, Windows, Solaris, HP-UX, and AIX operating systems. Sybase IQ 

15.x is the latest release of the Sybase Inc. flagship analytic server, delivering high performance in loading large 
volumes of data and processing very complex queries.  

Sybase IQ 15.x offers various new features, such as enhanced support for parallelizing queries, improved subquery 
performance, support for 3-byte FP index, enhanced use of HG indexes for improving the performance of order-by 
queries, reduced temporary space usage for queries, and improved load performance. 

This paper highlights the query and load performance improvements of Sybase IQ 15.x in comparison to the 
Sybase IQ previous release, Sybase IQ 12.x. 

Performance Benchmark 

We have used the following machine configuration for the performance runs: 

 Hardware:  24-core Intel(R) Xeon(R) CPU E7450  @ 2.40GHz 

 Operating system:  RHEL 5.2 
  

To achieve a fair comparison, we used the same IQ configuration in terms of resource and schema for Sybase IQ 
15.x and Sybase IQ 12.x.  To prove that the same performance can be expected from any Sybase IQ platform, it was 
run on IBM/AIX and a similar speedup was observed there.   
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Impact of New Features 

Sybase IQ 15.x incorporates several key enhancements into the product architecture, which maximize the 
resources available to achieve high performance, including: 

 Enhanced parallelism within queries ς previous versions of Sybase IQ had limited ability to utilize many 
CPUs while running a single query. Sybase IQ 15.x significantly increases the types of operators, that are 
automatically parallelized by the query engine. By default, this feature is enabled and requires no change 
in query syntax or tuning.  

 

 Enhanced use of HG indexes ς HG index use in order-by queries has been extended to multicolumn HG 
index usage. This feature shows significant performance improvement in the appropriate queries. 

 

 Improved tokenization ς tokenization is now applied to columns with more than 64K distinct values. 
Sybase IQ 15.x now supports the 3-byte FP index.  In a column that has distinct values between 65536 ς  
16777216, a 3-byte FP index is constructed, instead of the flat FP index constructed in Sybase IQ 12.x 
version.  

 

 Reduce temporary space use for queries ς Sybase IQ 15.x has improved the in-memory compression of 
some transient structuresτfor example, hashes and sortsτfor many queries, thus improving 
performance and decreasing resource usage. 

 

 Improved subquery performance ς Sybase IQ 15.x transforms common correlated EXISTS, NOT EXISTS 
and scalar subqueries into equivalent join queries using an optimization technique called Subquery 
flattening.  Through Subquery flattening, IQ will take advantage of the rich set of join algorithms and 
existing query parallelism as well as enhanced parallelism in Sybase IQ 15.x. 

 

 Improved loading for large single (fact) tables ς to meet the challenges of the exponential growth of 
information and the demand for real-time access to data, Sybase IQ 15.x has significantly improved 
loading performance. The loading of HG and WD indexes, now performed in parallel, show a more than 6 
times performance improvement. 

 

Enhanced support for parallel queries 

As the data in data warehouses continues to explode at a frantic pace, one of the common techniques for handling 
the increased ǾƻƭǳƳŜ ƛǎ ǘƻ άǘƘǊƻǿ ƳƻǊŜ ƘŀǊŘǿŀǊŜ ŀǘ ǘƘŜ ǇǊƻōƭŜƳ.έ ¢Ƙƛǎ ǘŜŎƘƴƛǉǳŜ ǊŜƭƛŜǎ ƻƴ ǘƘŜ ŀōƛƭƛǘȅ ƻŦ ǘƘŜ 
database product to use the additional hardware efficiently. For query performance, that reliance is specifically on 
ǘƘŜ ŘŀǘŀōŀǎŜΩǎ ŀōƛƭƛǘȅ ǘo effectively employ query parallelism. Query parallelism enables one query to use multiple 
CPUs simultaneously to complete faster. Typically, this is accomplished by dividing the data required to answer the 
query into disjoint subsets, and then applying various query operators to these subsets simultaneously using 
multiple threads. To maximize the use of parallelism in all possible queries requires all query operators to be 
parallelizable. However, most queries can derive significant performance benefits from parallelizing the operators 
that most frequently comprise the most time-consuming portion of queries. The time-consuming portions tend to 
be joins, grouping, or index-based predicate evaluations. 

 

Earlier versions of Sybase IQ had limited ability to utilize many CPUs while running a single query. Sybase IQ 15.x 
significantly increases the types of operators that are parallelized automatically by the query engine. The following 
example illustrates the performance improvement: 
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This query determines the distribution of customers by the number of orders they have made, including customers 
who have no record of orders, past or present. It counts and reports the customers who have no orders, as well as 
those with more than one. The query also ensures that the counted orders do not fall into one of several special 
categories of orders. Special categories are identified in the order comment column by looking for a particular 
pattern. 

Improvement: The query runs 5.3 times faster on Sybase IQ 15.x compared to Sybase IQ 12.x.  The query plan 
comparison is shown below followed by a graph that further illustrates the improvement. 

 

Query p lan (12. x)  Query p lan (15.x)  

 |   30 rows 
 

Root 
 

 |   30 rows 
 

Order By 
 

 |   30 rows 
 

Group By (Hash) 
 

 |   150000000 rows 
 

Group By (Sort) 
 

 |   1533831050 rows 
 

Right Outer Join (Sort-Merge) 
 

 |   
1483831048 

rows 
 

Order By 
 

 |   
1483831048 

rows 
 

Leaf <orders> 
  

    |   150000000 rows 
 

Ordered Leaf <customer> 
  

 

 |   30 rows 
 

Root 
 

 |   30 rows 
 

Order By 
 

 |   30 rows 
 

Group By (Hash) 
 

 ||||   150000000 rows 
 

Parallel Combiner 
 

 ||||   ||||   150000000 rows 
 

Group By (Sort) 
 

 |||||   |||||   1535314968 rows 
 

Right Outer Join (Sort-Merge) 
 

 |||||   |||||   
1485314966 

rows 
 

Order By (Parallel inputs 

and outputs) 
 

 |||||   |||||   
1485314966 
rows 

 

Leaf <orders> 
  

    ||||   ||||   
150000000 

rows 
 

Order By (Parallel 

inputs and outputs) 
 

 ||||   ||||   
150000000 
rows 

 

Leaf <customer> 
   

In the Sybase IQ 15.x query plan snippet shown below, the thick lines connecting order-by and leaf-orders means 
that leaf node is executed in parallel and sent to order-by node. 

select  c_count,  count(*) as custdist  

from  

  (  

    select  c_custkey, count(o_orderkey)  

    from customer  

    left outer join orders on  

    c_custkey = o_custkey   

      and  

    o_comment not like '%special%requests%'  

 

    group by  c_custkey  

  ) as c_orders (c_custkey, c_count)  

group by c_count  

order by custdist desc, c_count desc  
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Order By (Parallel inputs and outputs) 

 

 |||||   |||||   1485314966 rows 
 

Leaf <orders> 
 

 
 

 

 

 

 

Reason: 

Sybase IQ 15.x query optimizer now parallelizes order-by nodes, group-by nodes, and right outer join nodes.  

 

Related performance-tuning options:  

 Max_IQ_Threads_Per_Connection option:  

Default value: 72 

Allowed values: 3 ς 1000 

This option is used to set the maximum number of threads (and thereby the amount of system 
resources) a single user/connection uses. For a system with large number of CPUs, you can 
increase this parameter its default value. For example, for a 128-CPU machine, the default value 
of 72 is not enough to use all the system resources available.  

 Max_Query_Parallelism option: 

Default value: 24 

Allowed values: Integer less than or equal to number of CPUs. 

This option sets an upper bound for parallelism the query optimizer can choose for sorts and 
joins, regardless of how many CPUs are available. Experiment with this value to determine the 
right setting for your platform, number of CPUs, and queries.  

Example 1: On a 16-CPU machine, if excessive CPU time is spent on system usage, consider 
lowering the value to lower than 16. 

Example 2: On a 128-CPU machine, the default value of 24 is not enough to efficiently utilize all 
CPUs. In this case, consider increasing the value of Max_Query_Parallelism. 
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Enhanced use of HG indexes to improve the performance of order-by queries 

 

This diagram shows a visual representation of a regular non-unique HG-index. The regular (non-unique) HG index 
consists of a B-tree and a group array (G-Array) used with high-cardinality data. The G-Array contains the Row IDs 
ŦƻǊ ŀƭƭ Ǌƻǿǎ ŎƻƴǘŀƛƴƛƴƎ ŀ ǇŀǊǘƛŎǳƭŀǊ ǾŀƭǳŜΦ CƻǊ ŜȄŀƳǇƭŜΣ ǘƘŜ ǾŀƭǳŜ άŀέ is ŦƻǳƴŘ ƻƴ Ǌƻǿǎ м ŀƴŘ нΤ άōέ ƛǎ ŦƻǳƴŘ ƻƴ Ǌƻǿǎ 
3, 5 and 6; and so on. If the index is declared as unique there is no G-array, only the B-tree with the row ID and the 
value.  

 

High-Group (HG) indexes are commonly used for join columns with integer data types and GROUP BY.  

Sybase IQ 15.x extends the use of multicolumn HG indexes to enhance the performance of ORDER BY queries that 
refer multiple columns. This change is transparent to users, but improves query performance. 

This query illustrates the performance improvement gained by using this feature: 

 

 

 

 

 

 

This query selects the top 100 l_orderkey ordered by l_orderkey and l_linenumber. The query uses the multi-
column HG index on l_orderkey and l_linenumber to run the query. 

 

 

 

4 

 

 

 

8 

a b c d 

 

 

3,5,6 

1,2 

G-Array 

select top 100 abs(l_orderkey)  

from lineitem  

order by l_orderkey, l_linenum ber  

go 
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Sybase IQ 12.x projects all the rows of the table lineitem, then orders the results by l_orderkey, l_linenumber using 
an order-by node, then selects the top 100 results. 

 

Improvement: In Sybase IQ 15.x, the above query executes 8600 times faster than in Sybase IQ 12.x. The graph 
below further illustrates the improvement, and is followed by the query plan comparison. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Query p lan (12. x)  Query p lan ( 15.x)  

 |   100 rows 
 

Root 
 

 |   100 rows 
 

Order Top By  
 

 |   6005991564 rows 
 

Leaf <lineitem> 
 

 
 

 

 |   100 rows 
 

 Root 
 

 |   100 rows 
 

Ordered Leaf <lineitem> 
  

 

Reason: Sybase IQ 15.x uses multicolumn HG index on l_orderkey and l_linenumber to compute the order by 
result.  
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Improved tokenization 

 

Each column of a base table has one FP index, and each FP is an array of n fixed-length entries, where n is the 
number of rows in the table. Each row is stored sequentially in ascending RecordID order.  

If a column has a small number of distinct or unique values, such as a state, date or month field, an optimized form 
of the FP may be created, which reduces the number of disk pages required , dramatically reducing both the 
storage required for a column, and I/O costs for projection. 

These optimized FP indexes consists of:  

1. A lookup table where each distinct value in the column appears exactly once. 
2. A logical array of column cell values, that contains keys into the lookup table to where the 

actual cell value is stored.  

When the number of distinct values in the column is less than 256, a lookup table is created. The FP index starts 
with this form.  The actual key value of each row is stored in the lookup table, and the FP entry (lookup key) 
contains the index into the lookup table. Each FP entry occupies 1 byte. This index is called an FP(1) index, or a 1-
byte FP index. 

This figure provides a visual interpretation of an FP(1) index: 

                      Actual values                                             Lookup table                                              Logical array  

 

 

When the number values exceeds 256, but is less than or equal to 65536, the same lookup table grows. Each FP 
entry (lookup key) contains the index into the lookup table, but occupies 2 bytes instead of 1. This index is called 
an FP(2) index, or a 2-byte FP index. 

Sybase IQ 15.x introduces the FP(3), or 3-byte, FP index, which is created when set of distinct counts is greater 
than 65536.  The FP(3) index is structurally similar to FP(1) and FP(2) indexes, with these key differences: 

 The maximum size of the FP(3) lookup table is 16777216, not 65536. 

 The FP(3) index buffer storage contains lookup keys of 3 bytes each. 

 The FP(3) lookup table stores counts and values separately. 
 

The 3-byte index stores values in a column (column data), as long as the distinct count does not exceed 16777217 
and the server has a sufficiently large main cache.  For details, on how and when to create 3-byte FP index, see the 
Sybase IQ 15.x Reference Manual. 

1 
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1 

1 

3 
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This query illustrates the performance improvement gained by using this feature: 

 

The query lists all suppliers with supply cost less than 2.0. 

 

Improvement: In Sybase IQ 15.x, the above query executes 2 times faster than in Sybase IQ 12.x.  The 
improvement is mainly due to faster execution of ps_supplycost < 2.0. The condition runs 2.9 times faster in Sybase 
IQ 15.x than on Sybase IQ 12.x. The graph below captures the improvement, and is followed by the query plan 
comparison.  

 

 

 

 

 

 

 

 

 

 

 

 

 

Query p lan (12. x)  Query p lan ( 15.x)  

 

 |   801040 rows 
 

Root 
 

 |   801040 rows 
 

Leaf <partsupp> 
 

Query timings  

Timing 

Legend 
 

Condition 

Execution  
Prepar

e  
1st 

Fetch  
Subsequent 

Fetches  
Complet

e  
 

Elapsed Time 

(sec) 
 

1.85

5 
3.7

1 
5.56

5 
7.4

2 
9.27

5 
11.1

3 
12.98

5 
14.8

4 
16.69

5 
18.5

5 
 

Root 
 

. . . . . . . . . . . 
 

Leaf . 
 

. . . . . . . . . . . 
 

Wall Time 
 

03:33:18.6

86 
03:33:22.3

97 
03:33:26.1

08 
03:33:29.8

19 
03:33:33.5

30 
  

 

 |||   801040 rows 
 

Root 
 

 |||   801040 rows 
 

Leaf <partsupp> 
 

Query timings 

Timing 

Legend 
 

Condition 

Execution  
Prepar

e  
1st 

Fetch  
Subsequent 

Fetches  
Comple

te  
 

Elapsed Time 
(sec) 

 

0.885 1.77 2.655 3.54 4.425 5.31 6.195 7.08 7.965 8.85 
 

Root 
 

. . . . . . . . . . . 
 

Leaf . 
 

. . . . . . . . . . . 
  

 

select ps_suppkey  

from partsupp  

where ps_supplycost < 2.0  

 

 2.9 times  

Query execution time comparison for data size = 1000GB 

 2 times  
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Reason: Column ps_supplycost has 99901 distinct values. In Sybase IQ 12.x, the number of distinct values is 
greater than 65536 and a flat FP index is created. Sybase IQ 15.x, uses the newly introduced FP(3) index on the 
ps_supplycost column, since the number of distinct columns is less than 16777217 (the maximum allowed distinct 
values for an FP(3) index).  

 

Related performance tuning options: 

 FP_Lookup_Size ς specifies the maximum number of lookup pages used in Sybase IQ. Controls the amount 
of cache allocated to the creation of lookup FP indexes, particularly FP(3) indexes. 

 FP_LOOKUP_SIZE_PPM ς Controls the amount of main cache allocated to the creation of lookup FP 
indexes for all FP lookup indexes, but particularly for FP(3) indexes. 

 

Reduced temporary space use by queries 

 

Sybase IQ 15.x improves the in-memory compression of some of the transient structuresτfor example, hashes and 
sortsτfor many queries, thereby improving performance and decreasing use of temporary space. Any saving in 
temporary space usage not only improves the current query performance, but also improves the overall 
throughput of the system. 

The following example illustrates the benefits of reduced temporary space usage in a hash join: 

 

 

 

 

The table thePrimes contains all prime numbers less than 2
32

. The table theOdds contains all odd numbers less 
than 10

6
. The query counts all odd prime numbers less than 10

6
. The query is tailored to show the benefit achieved 

in reduced use of temporary space in IQ 15.x when compared to IQ 12.x.  

 

Improvement: The query runs 3.3 times faster in IQ 15.x. However, the main difference is that IQ 15.x uses only 
27MB temporary space for the hash join, while IQ 12.x uses 65MB.  

 

 

 

 

 

 

 

 

 
 

SELECT count(*)  

 FROM thePrimes P, theOdds O  

 WHERE P.cNumber = O.cNumber  
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Query p lan (Sybase IQ 12. x)  Query p lan (Sybase IQ 15.x)  

 |   1 row 
 

Root 
 

 |   1 row 
 

Scrolling Cursor Store 
 

 |   1 row 
 

Group By Single 
 

 |   78497 rows 
 

Join (Hash) 
 

 |   203280221 rows 
 

Leaf <monUser.thePrimes 

AS P> 
  

    |   500000 rows 
 

Leaf <monUser.theOdds 

AS O> 
   

 |   1 row 
 

Root 
 

 |   1 row 
 

Scrolling Cursor Store 
 

 |   1 row 
 

Group By Single 
 

 |   8 rows 
 

Parallel Combiner 
 

 |   |   8 rows 
 

Group By Single 
 

 ||   ||   78497 rows 
 

Join (Hash) 
 

 ||||   ||||   
203280221 

rows 
 

Leaf <monUser.thePrimes 

AS P> 
  

    |||   500000 rows 
 

Leaf <monUser.theOdds 

AS O> 
  

 

 

The reduced usage of temporary space, especially in multiuser scenarios has these advantages: 

1. Increased scalability, since the amount of temporary space utilized by each query is reduced. 
2. The optimizer chooses better algorithms.  
3. Improved resource utilization, leads to increased efficiency. 
 

Improved subquery performance 

 

Sybase IQ 15.x has improved subquery performance by expanding a form of optimization called "subquery 
flattening," where Sybase IQ internally rewrites certain common correlated subqueries into joins when the 
optimization improves query time. Sybase IQ 12.x flattens some EXISTS and NOT EXISTS subqueries. In Sybase 15.x, 
subquery-flattening algorithms have been expanded to include scalar subqueries. By rewriting the scalar 
subqueries, Sybase IQ takes advantage of the rich set of join algorithms and existing query parallelism, as well as 
enhanced parallelism in Sybase IQ 15.x. 

¢ƘŜ ŦƻƭƭƻǿƛƴƎ ŜȄŀƳǇƭŜ ƛƭƭǳǎǘǊŀǘŜǎ ǘƘŜ ǇŜǊŦƻǊƳŀƴŎŜ ōŜƴŜŦƛǘǎ ƻŦ ά{ǳōǉǳŜǊȅ ŦƭŀǘǘŜƴƛƴƎέ ǘƻ ǘƘŜ Ŧƻƭƭƻǿing scalar 
subquery: 
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This query, which contains two scalar subqueries, identifies suppliers who have an excess of a given part available; 
an excess is defined as more than 50% of the parts like the given part that the supplier shipped in year 1994 to 
CANADA. Only parts whose names share a certain naming convention are considered. 
 

Improvement 

 

 
 
 
 
 
 
 
 
 
 
 
 

select  

 s_name,  

 s_address  

from  

 supplier,  

 nation  

where  

 s_suppkey in (  

  select  

   ps_suppkey  

  from  

   partsupp  

  where  

   ps_partkey in (  

    select  

     p_partkey  

    from  

     par t  

    where  

     p_name like 'forest%'  

   )  

   and ps_availqty > (  

    select  

     0.5 * sum(l_quantity)  

    from  

     lineitem  

    where  

     l_partkey = ps_partkey  

     and l_suppkey = ps_suppkey  

     and l_shipdate >= '1994 - 01- 01'  

       and l_shipdate < dateadd(year,1,'1994 - 01- 01')  

   )  

 )  

 and s_nationkey = n_nationkey  

 and n_name = 'CANADA'  

order by  

 s_name 
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7.3 times  
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Query p lan (Sybase IQ 12. x)  Query p lan (Sybase IQ 15. x)  

  

 |   108743 rows 
 

Root 
 

 |   108743 rows 
 

Order By 
 

 |   108743 rows 
 

Join (Nested-Loop PushDown) 
 

 |   108743 rows 
 

Leaf <supplier> 
 

 |   3644233 rows 
 

Scalar SubQuery 
 

 |   
9627104 

rows 
 

Order By 
 

 |   
9627104 

rows 
 

 Leaf 

<partsupp> 
 

 |   
2406776 

rows 
 

Leaf <part> 
  

 

  
 |   

9627104 

rows 
 

Group By 

Single 
 

 |   
10952994 

rows 
 

 Leaf 

<lineitem> 
 

 

 

 

  
 |   1 row 

 

Order By 
 

 |   1 row 
 

Leaf <nation> 
 
 

 

 |||   108743 rows 
 

Root 
 

 |||   108743 rows 
 

Order By 
 

 |||   108743 rows 
 

Join (Nested-Loop PushDown) 
 

 |||   108743 rows 
 

Leaf <supplier> 
 

 |||   3644233 rows 
 

Parallel Combiner 
 

 |||   |||   3644233 rows 
 

Filter 
 

 |||   |||   3658176 rows 
 

Join (Hash PushDown) 
 

 |||   |||   
3658176 

rows 
 

Group By (Sort) 
 

 ||||   ||||   
10952994 

rows 
 

Order By (Parallel 

inputs and outputs) 

 

 ||||   ||||   
10952994 

rows 
 

Leaf <lineitem> 
 

 

 

  
 |||   

9627104 

rows 
 

Leaf 

<partsupp> 
 

 |||   
2406776 

rows 
 

Leaf <part> 
 

 

 

 

  
 |   1 row 

 

Order By 
 

 |   1 row 
 

Leaf <nation> 
 

 

 

 

Reason: 

 By rewriting the scalar subqueries, the query performed well because of the rich set of join algorithms 
and existing query parallelism, as well as the enhanced parallelism in Sybase IQ 15.x. 
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Improved load performance  

To meet the challenges of the exponential growth of information and the demand for real-time access to data, 
Sybase IQ 15.x significantly improves the performance of loading High-Group (HG) and Word (WD) indexes, while 
allowing queries to access the tables being loaded. This load performance improvement for HG and WG indexes 
affects: 

ω INSERT...SELECT 

ω INSERT...LOCATION 

ω LOAD 

ω UPDATE 

ω CREATE INDEX 

ω ¦ǇŘŀǘŀōƭŜ ŎǳǊǎƻǊǎ 

 

The LOAD TABLE statement now performs parallel loads of HG and WD indexes, thus executing faster than in 
versions earlier than 15.x. 

 

This example illustrates the gain observed in LOAD TABLE statement: 

 

 

 

 

 

 

 

 

 

 

When loading the Orders table, we observed a 1.28 times performance gain in IQ 15.x, when compared to IQ 12.x: 

 

 

     

 

 

 

 

 

 

Load time comparison of Orders table, size = 169 GB 

CREATE TABLE orders 
  ( 
    o_orderkey             unsigned bigint, 
    o_custkey              unsigned int ,  
    o_orderstatus          char(1), 
    o_totalprice           double precision, 
    o_orderdate            date, 
    o_orderpriority        char(15), 
    o_clerk                char(15), 
    o_shippriority         int, 
    o_comment              varchar(79), 
    PRIMARY KEY (o_orderkey) 
  ); 
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1.28 times  
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To illustrate the performance gain observed in HG index, these two indexes were added to the Orders table: 

 

 

 

 

We observed that loading the o_custkey_hg index in IQ 15.x is 8.47 times faster, when compared to IQ 12.x, and 
loading of o_comment_wd index is 6.42 times faster in IQ 15.x when compared to IQ 12.x. 

 

 

 

 

 

 

 

 

 

 

 

CREATE HG INDEX o_custkey_hg on orders ( o_custkey ); 

CREATE WD INDEX o_comment_wd on orders (o_comment); 
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Conclusion 

Sybase IQ 15.x offers superior performance when compared to the previous release. The improved parallelism in 
many of the queries, coupled with optimal use of temporary space, enables IQ 15.x to deliver superior individual 
query performance and ensure good scaling.  Improved load performance enables applications to quickly load 
large amounts of data and make it available to applications for complex analysis.  Sybase IQ 15.x offers improved 
performance using substantially lower resources. 
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